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Annomayusa. Cospemennvie 3a0a4 MAUWUHHO20 00yUeHUs MmpedYIOm 6blCOKONPOU3IBOOUMENILHBIX GbIYUCTEHUT,
umo akmyaausupyem npooaemy 3agucumocmu om nponpuemapnvix pewenuti, makux kak CUDA. Henv pabomer —
CPASHUMENBHBI AHAU3 NPOUZEOOUMETLHOCIIU U NPUMEHUMOCTU YHUSepCaabho2o epaguueckoco APl WebGPU
u cneyuanuzuposannou cesazku PyTorch ¢ CUDA. Hcnonv306ansl 5Kcnepumenmaivhblie Memoovl mecmupo8anus 0o-
VUEHUST C6EPMOYHOLL HEUPOHHOU cemu U uHgepenca a3viko6ou moodeau Llama 3.2 1B ¢ npumenenuem gpetimeopra
Burn (wgpw) u PyTorch. [lonyuennvie pezynomamol noxazviearom, umo WebGPU ycmynaem CUDA no npou3zeoou-
menvHocmu 6 2—3 paza, noomeepaHcods cunomesy 0 KOMIPOMUCce mMexcoy nepeHoOCUMOCmbio U dQPeKmusHocmsio.
Hayunas nosusna 3axuouaemcsi 6 cucmemamuieckom COnOCMasieHuy CO6PEMenHblX uHCmpymenmos. Ilpaxmuye-
CKAsl 3HAUUMOCb CEA3AHA C GbLOOPOM MEXHONO02UN NOO 02panudeHnvle pecypcul. Janvnetiuue ucciedosanus na-
npagnenvi na onmumusayuro WebGPU u pazeumue coomeemcmeyoujux QpeimeopKos.
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MeNbHOCMb 8bIYUCLEHUL, NEPEHOCUMOCTb, HelpOHHble cemul, UHpepenc modenell.
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Abstract. Modern machine learning tasks require high-performance computing, which makes the issue of dependence
on proprietary solutions such as CUDA particularly relevant. The purpose of this study is to conduct a comparative
analysis of the performance and applicability of the general-purpose graphics API WebGPU with the specialized
PyTorch with CUDA stack. Experimental methods were used to test the training of a convolutional neural network and
the inference of the Llama 3.2 1B language model using the Burn framework (wgpu) and PyTorch. The obtained results
show that WebGPU is 2-3 times slower than CUDA, confirming the hypothesis of a trade-off between portability and
efficiency. The scientific novelty of the study is in the systematic comparison of modern tools. Its practical significance
is related to the selection of technologies under resource constraints. Further research is aimed at optimizing WebGPU
and developing the corresponding frameworks.

Key words: machine learning, graphics processing units, CUDA, WebGPU, Pylorch, Burn, computational
performance, portability, neural networks, model inference.

Cite as: Soldatov, A. T. (2026) [Comparative performance analysis of CUDA and WebGPU in machine learning
tasks]. Shag v nauku [Step into science]. Vol. 3, pp. 23-30.

Konmenm oocmynen noo auyensueii Creative Commons Attribution 4.0 International License. 23
This work is licensed under a Creative Commons Attribution 4.0 International License. @ ®
© A. T. Conoamos, 2026 BY




Conoamos A. T.

Beenenne

CoBpemMeHHOE MalIMHHOE 00y4eHHUe B 3HAYUTEIbHOM
CTEIEHH OMUPAETCA Ha BBICOKOIPOU3BOAUTENILHBIE BbI-
YHUCIICHNU S, TJIe JIOMUHUPYIOILYIO POJIb UTPAIOT I'paduye-
ckue npoueccopsl. OfHAKO MpaKTUYECKas peanu3anus
TaKUX BBIUUCICHHUH TECHO CBS3aHa C MPONPUETAPHBIMU
nporpaMMHbeIMH cTekamu, npexje Bcero CUDA, urto
obecrieunBaeT BHICOKYIO 3(h(EeKTHBHOCTh, HO OJHOBpE-
MEHHO (OPMHPYET 3aBUCHMOCTH OT KOHKPETHOTO arl-
MapaTHOro U MporpaMMHOro Bexnjopa [1]. B pesynsrare
NEPEHOCUMOCTb PEIHICHUH MeXJy pa3IudHbIMH IIAT-
(bopMaMu OKasbIBaeTCs OrpaHMYCHHOM, a IOCTYH K BbI-
YUCIIUTEIBHBIM PECYpPCaM — HEPABHOMEPHBIM.

OTaenbHBI MHTEpPEC NPEACTABIAIOT UHKEHEPHBIE
3a7a4u, B KOTOpbIX ML-Moaeny uecnoab3yroTes s an-
MIPOKCUMAIIMH CIIOKHBIX (PU3NYECKHUX 3aBUCHUMOCTEH 110
SKCHEPUMEHTAIBHBIM AaHHBIM. Hanpumep, 1 oneHku
apaMeTpOB Ia30BON CMECU IPUMEHSIOTCS PErPECCUOH-
HBIE U PEBOBUHBIC METO/IbI MAIIMHHOTO 00yueHus [5].
B takux cueHapusx NOPTaTUBHOCTb BBIUUCIEHHUH CTa-
HOBHTCSl 0OCOOCHHO 3HAUMMOI: O/IHA U Ta )K€ MOJIEJIb MO-
JKET UCIIONb30BAaThCS HA UCCIENOBATEIbCKON CTaHIUU,
MIPOMBIIIJIEHHOM CEpBEpe, JIOKAJIBHOM pabodeM MecTe
W BCTPAUBAEMOM YCTPOUCTBE, I/I€ JOCTYIHBI pa3HbIe
tuniel GPU u mporpamMMHBIX cTekoB. Takum o0pasom,
nopratuBHble APl mo3BONAIOT yHpPOCTUTH pPa3BEPTHI-
BaHne ML-pemenuit Ha pa3HOpOJHOM 00OpY/JOBaHUH,
XOTSI ¥ TPEOYIOT OLICHKHU MOTEPh IMPOU3BOAUTEILHOCTH
0 cpaBHEHHIO co cnenuanuzupoBanHeiMu CUDA-
peanu3anusaMHu.

Cxonnast mpoOiieMa BO3HHMKAaeT B CHCTEMax aBTO-
MaTHU3UPOBAHHOIO MPOEKTHUPOBAHUS, [AE MPOrpaMM-
HbIE peIICHUS! OOBEINHIIOT MaTeMaTH4YeCKHe MOJICIH,
00paboTKy AAaHHBIX W II0JIb30BATEIbCKUI MHTEpdeEcC.
Pa6ora Chernikova et al. nemoHCcTpHpYyeT IpUMEHEHNE
TaKoro MoAXoJa Mpu aBTOMAaTU3ALMHU NIPOEKTUPOBAHUS
TEXHOJOTu4YecKux mporeccos [3]. st momoOHBIX cHc-
TEM NOpTaTHBHbIE BhIYMCIUTENbHBIE APl MoryT ObITH
TI0JIE3HBI TP Pa3BEPTHIBAHMY HAa PA3HOPOJHOM 000pY-
JIOBaHUH, O/IHAKO TPEOYIOT OLEHKN HOTEPh ITPOU3BOIU-
TEJIBHOCTH.

AnsrepHaruBoii CUDA BbICTYNAIOT YHUBEpPCANbHBIE
rpaduyeckue u Beruncnurenbusie API, takue kak Vulkan,
Metal, DirectX 12 u WebGPU, xoTopbie MOTEHIHATBHO
MO3BOJISIIOT  CO3/1aBaTh IUIAT(GOPMOHE3aBUCHMBIE pellle-
HUSL JUTS1 33/1a4 MAaIIMHHOTO 00yueHHs. TeM He MeHee MxX
MIPaKTHYECKOE ITPUMEHEHHE OCIOKHSIETCsl OoJiee HU3KUM
YPOBHEM a0CTPaKILUH, OTCYTCTBUEM 3PEJI0il SKOCHCTEMBI
CIELAIM3UPOBAHHBIX OMOIMOTEK M HEOIHOPOTHOCTHIO
JpaiiBepHOM MOIJIEPKKH.

B 5710l CBSI3M BO3HMKAaeT KOHKpeTHasi mpobiiema: He-
CMOTpSl Ha TEOPETHYECKYIO YHHUBEpPCAJIBHOCTH Tpadu-
yeckux API, ocraercs HesICHbIM, B KaKOW CTEIICHU OHU

CHOCOOHBI CIIY)HTh IOJHOLIEHHOW allbTepHAaTHBOM cCrie-
LUAIN3UPOBAHHBIM PEIICHUSIM C TOYKHU 3pPEHUS IPOU3BO-
JIMTENBHOCTH, YI00CTBa pa3pabOTKK M OXBara 3aja4 Ma-
muHHOTO 00yueHus. Hemocrarok cucremMaTn3npoBaHHO-
IO aHaJIn3a CyIIECTBYIOUIUX MOAX0I0B 3aTPYIHSIET OLEH-
Ky MX IIPUMEHUMOCTH B PEAJIbHBIX CIIEHApHUsIX M BHIOOD
ONTHUMAJIBHBIX HHCTPYMEHTOB.

Lens naHHOM CTAaThU — BBINOJIHUTH aHAJIU3 IOJXOI0B
K ucronb3oBanuio rpaduyeckux APl B mammuaOM 00Y-
YEHHUH, PACCMOTPETh CYIIECTBYIOLUIUE IMPOEKTHl U HH-
CTPYMEHTBHI, a TAK)KE€ COIOCTAaBUTh UX BO3MOXKHOCTHU Ha
npuMepe 6a30BBIX MOJIENEH C KIIACCHUYECKUMH CHCTEMa-
Mu. Ocoboe BHUMaHUE yJeIseTCs aHAIN3Y KOMIIPOMHUC-
ca MEXJy MOPTaTUBHOCTBIO U IPOU3BOAUTEIBHOCTHIO,
KOTOpBIA OIpenensieT NPaKTHYECKYy0 HPUMEHHMOCThb
MOZOOHBIX PEIICHNH.

B KkoHTekcTe mocTaBiIeHHOW Henn (OpMyNIHpyeTcs
cieqyolasi FTUI0Te3a UCCIeI0BaHUs: HECMOTPS Ha YHH-
BEPCAIBHOCTh M MOPTaTUBHOCTH COBPEMEHHBIX rpadu-
yeckux API, ux ucnons3zoBanue B 3ajadax MalIMHHOTO
00yueHHs MPUBEAET K CHUIKEHHUIO TPOU3BOIUTEIIEHOCTH
10 CPABHEHUIO CO CIIELUATN3UPOBAHHBIMU PELICHUSMU,
ocHoBanHbIMH Ha cBsizke PyTorch u CUDA. Ilpennona-
raercs, 4To 3TO 00ycJOBJIEHO 0ojiee HU3KUM ypPOBHEM
ontuMuzanuu takux API mox koHkpeTHOe 060pyIOBa-
HUE, a TAKXKE OIPAHMUYEHHBIM HCIOJIb30BAaHUEM CIIELH-
aJM3UPOBAHHBIX allapaTHBIX BO3MOKHOCTEH Trpaduye-
CKHUX IpoleccopoB, Takux kak Tensor Cores [2]. Takum
00pa3oM, 0XKHIAETCS HAIMYHE KOMIIPOMHUCCA, IIPH KOTO-
POM HOBBIIIEHUE NMEPEHOCUMOCTU U YHUBEPCAIbHOCTHU
COMPOBOKIAETCS YACTUUHOM MOTepel BBIYUCIUTEIbHON
3¢ (HEeKTHBHOCTH.

Jnst TOCTHKEHUsT JaHHOM LIeJTM HeO0OXOANMO BBITION-
HUTb Psifl 3a7ad:

—  ONpEeNeNuTh HCHONb3yeMblid rpaduueckuii API
JUIsl TECTUPOBAHMS, a TAK)KE TEH30PHYIO OMOIMOTEKY, MC-
MOJb3YIOLIYI0 3TOT APT;

— IIPOBECTH TECTHUPOBaHHME OOYYEHHUS MOJEIH
CBEPTOYHON HEHPOHHOW CETH C IMOMONIbIO BEIOpaHHON
OMOIMOTEKN U C IMOMOIIBIO STAJOHHOW peasn3aluy Ha
PyTorch;

—  IIPOBECTH TECTHpOBaHME HH]EepeHca OONbIIoH
SI3BIKOBOI MOJIENIM C TIOMOILbIO BEIOPaHHOM OMOIMOTEKH
U C IOMOIIBIO 3TaJIOHHOH peanu3aiyu Ha PyTorch;

—  IPOBECTHU aHAIU3 PE3yIbTaTOB TECTUPOBAHUSI.

B xauectBe rpaduueckoro APl mis Tectmposa-
Hust ObL1 BeIOpaH WebGPU, Tak xak oH obecnieuyuBaeT
MaKCHUMAJIbHYl0 MOPTATUBHOCTh IMOCPEIACTBOM TpPAHC-
nsuuu B apyrue rpagudeckne API, uto BUaHO B Tad-
nuue 1, a Takxke NOAAepKUBAET BEIUUCIUTENbHbIE -
JIepbl, HEOOXOIUMBIC IS MOJEIUPOBAHMS TEH30PHBIX
BbIYMCIIEHUH [8].
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Tabnuua 1. CpaBHeHue anmnaparHsix wiardopm, nopiepxusaeMbix CUDA u WebGPU

API Nvidia AMD Apple Intel Qualcomm Wasm*
CUDA NG
WebGPU v v v v v
Ipumeuanus:

v — yKazaHHas anmaparHas margopma Mmoaaep KuBaeTcst coorBeTcTByromum API;
* — Mo IepKKa KOMITWIISILIMY B HA0Op MHCTPYKIMI BUPTyaIbHOW MammnHbl Wasm.

Hcemounux: paspabomano asmopom

Ha mpaktuke B3ammopeiicTBue ¢ rpaduiyecKuMu
IPOLIECCOPAMU PEIKO OCYIIECTBISIETCS HANpsIMyIO 4e-
pe3 HuzkoypoBHeBble API. BMecTo 3TOro ucnonb3yorces
CIeUaIM3UPOBaHHbIe OMOJIMOTEKH TEH30PHBIX BBIYHU-
CJICHMH, KOTOpBIE TNPEJOCTABISIOT BBICOKOYPOBHEBBIC
abCTpakMy MAIIMHHOTO OOYYeHHSI — TeH30pbI, ONTHMH-
3aTOpbl, MEXaHW3MBbl aBTOMAaTH4YeCKOro JuddepeHnupo-
BaHMS — M CKPBIBAIOT aetanu padorsl ¢ GPU.

Cpenn COBPEMEHHBIX IPOEKTOB, PEAM3yIONIUX IO-
JOOHBIN TOAX0N C HCroib3oBaHueM rpaduueckux API,
MOXKHO BBLAEINTH JBa HarpasieHus: lightweight-pere-
HHS, OPHEHTHUPOBAHHBIE HAa TPOCTOTY M IPO3PAYHOCTH,
U NIPOM3BOJMTENbHBIE (PEHMBOPKH, HallEIEHHbIE Ha (-
(exTuBHBIE BBIUMCICHUS. K IepBOMY THITy OTHOCHTCS
tinygrad ¢ 6oxernnom WebGPU, re npuopurer ornaercs
KOMITaKTHOCTH U MOHSTHOCTH peanu3anuu. Ko Bropomy —
burn, nomuepxuBaronmii O3KeHBI WEpU (HAaTHUBHAS pe-
anmm3arus craggapra WebGPU) u Vulkan u w3HavanpHO
CIPOEKTUPOBAHHBIN C aKIIEHTOM Ha ITPOU3BOANTEIBHOCTD.

B nanHo#t paborte paccmarpuBaeTcs MMEHHO burn,
MOCKOJIBKY OH OPHEHTHPOBAH Ha MOCTPOECHUE BBICOKOI(-
(heKTHBHBIX BBIYHCIMTEIBHBIX CHCTEeM. Burn mpencras-
asieT co0ol TeH30pHBIH (PpeliMBOPK, pa3pabOTaHHBIN Ha
s3bIke Rust, rpeaHa3zHavyeHHbIH Juis 00y4deHus: U uHde-
peHca HeHWpoHHBIX ceTeld. OH HperocTaBIsieT HHCTPY-
MEHTBI JIIsL padOThI ¢ TEH30paMH, aBTOMaTHYECKOTO An-
(hepeHIMPOBaHMS M AIIAPATHOTO YCKOPEHUS, IPH 3TOM
0co00e BHUMaHKE y/eIsieTcsl 0e301acHOCTH MaMsITH, MO-
JYINBHOCTHU U nepeHocuMocTtH [11].

Hecmotpst Ha HanM4Me MOJHOLEHHOTO (pyHKIIMOHAIA
Juisl o0yueHHs HEWPOHHBIX ceTeld, Burn menee ynodeH
Juisl OBICTPOrO NPOTOTHITMPOBAHMS MO CPABHEHUIO C pe-
HICHUSIMU Ha WHTEPIIPETHPYEMBIX S3bIKaX. ITO 00yCIOB-
JICHO WCIIOb30BaHMEeM Rust, KOTOPBIH TNpenbsBIseT
Oosiee cTporue TpeOOBAaHUS K TUIH3ALMH, YIPABICHHUIO
MaMsTBIO ¥ CTPYKTYpE KOJia, 4TO YBEIMYMBACT BpEMsI pas-
pabOTKH U CHIKAaeT TMOKOCTh IIPH MPOBEAECHUH OBICTPBIX
9KCIIEPUMEHTOB. B OTiIMuMe OT 3KOCHCTEM, OpPUEHTHPO-
BaHHBIX Ha Python, rie mHTEpakTHBHBIE Cpelbl M JHHA-
MHUECKas THITU3aLUs YCKOPSIIOT UTEPaTUBHBIN Ipolecc,
Burn tpeGyer 6osee popmanbHOro moxxona K peaamsa-

LUK MOJICJICH, YTO JIeNIaeT ero MeHee MPeANoYTHTEIbHBIM
WHCTPYMEHTOM Ha PAaHHHX 3Talax HCCIICIOBAHIIMA.

Jnst cpaBHEHHUST IPOM3BOANTEIBHOCTH TECTHPOBAHUE
paszesieHo Ha JBa JTara: OLEHKa CKOPOCTH OOy4YeHUs
n cKkopoctu mHpepeHca. Ha kaxaom U3 3TanoB MpoBo-
qurcst 3amep npowmssogurensHocTH: PyTorch Ha nenr-
pansHOM nporieccope, PyTorch ¢ 6skennom cuda u burn
¢ OdKEHIIOM Wgpu.

Takoit ¢opmar TectupoBaHus ObUI BBEIOpaH, Tak Kak
OH TIO3BOJISIET OLEHHUTh A(P(YEKTUBHOCTH TEH30PHOIO
¢dpeiimBopka ¢ rpaduyeckum APl B meneBbIX 3ajgavax,
a UMEHHO B IIOCTPOEHHMM M OOyYeHHMH HEOOJBIINX MO-
neneit, ¥ uHpepeHc OONBIINX MOJEIICH Ha TOPTaTHBHBIX
YCTpOHCTBAX.

CTOUT YTOYHHTBH, YTO HA JAHHBIA MOMEHT pa3Iu-
YK€ MPOHU3BOJUTEILHOCTH OyAeT 00yCJIOBICHO HE TOJb-
ko BiaussHueM API s BerumMcneHuil Ha BUJeoOKapTe, HO
" (peliMBOPKOM TEH30PHBIX BBIYMCIICHUH, TaK Kak burn
SIBISIETCSL. MOJIOZBIM (PpEIMBOPKOM, C HHM3KHM YPOBHEM
3pENIOCTH, HAXOSIIUMCS B CTaIMU aKTUBHOH pa3paboTKHy,
B 1O Bpems kak PyTorch nonroe Bpems siBnsiercst ne-ak-
TO cTanaapToM it ML uccnenoBanuii, mosToMy pesyib-
TaThl SKCIICPUMCHTA OTPAXKAIOT HE TOJBKO pasimyus API,
HO U 3pesocTh (peiiMBOPKOB, OJJHAKO, KAK OBUIO CKa3aHO
B paszene BBeleHus, ucnons3oBanue API ais 3agay ML
BO3MOJKHO TOJIBKO C TIOMOIIBIO TEH30PHOTO (peiiMBOKa,
II03TOMY T0/I00HOE TecTHpOoBaHue OyzeT B OomblIel Mepe
OTpakaTh TEKYIIYIO KapTHHY.

TectupoBanue npoBoausoch Ha Bugeokapte NVIDIA
GeForce RTX 5070 u nentpansHoM npoueccope AMD
Ryzen 7 5800X.

B npouecce sxcriepuMeHTa UCIIOIb30BAICE CIIETYIO0-
L€ BEPCUH ITPOrPAMMHOTO 00eCIIeUeHHS:

—  PyTorch 2.11.0;

— CUDA 13.0;

—  burn 0.21.0-pre3.

Perniozutopuii ¢ 3KCIIEpUMEHTOM JIOCTYIIEH IO CCBIIKE:
https://github.com/AndreySoldatov/pytorch-burn-compare.

Penosuropwuii ¢ monensio llama 3.2, peannzoBaHHOM
Ha burn, moctyreH mo ccwuike: https://github.com/tracel-
ai/models/tree/main/llama-burn.
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OOyuenne 1 nHQpEpEeHC BCEX MOJENeH MPOBOIMINCE
C TUIIOM AaHHbIX fp32.

Ha »tame oOydeHus wucnonb3oBajgachk CBEPTOUHAS
HelpoHHasi ceTh, oOyuaemasi Ha jnaracere MNIST. Ap-
XUTEKTypa MOJEIU BKJIIOYAET HECKOIBKO CBEPTOYHBIX
siiep | JiBa JIMHEHHbIX cios. OOIiee 4ucio napamerpon
coctaBisger 531178, uro, ¢ OIHOI CTOPOHBI, MO3BOJISET
HaJISIIHO CPAaBHUTH IPOU3BOANUTEIBHOCTH OOyYeHUs Ha

KMcxogHole
u3obpaxeHus
[B, W, H]

Reshape
[B.1,H, W]

Convad
[B, 8, H-2, W-2]

Dropout

v

Conv2d
[B, 16, H-4, W-4]

Dropout

Pucynox 1. Apxutexrypa cBEPTOUHON HEHPOHHOH CeTH

Hcmounux: paspabomano agmopom

B pesynbrare skcriepuMeHTa ObUIH ITOTyYCHBI JAHHBIC
0 TOM, CKOJIbKO BPEMEHU Ka)J1asi peayin3alusl TPaTuT Ha
OJTHY 3ITOXY OOyUYCHUS.

LEHTPAJIBHOM HPOLIECCOpe M BHUJCOKApTe, a C JAPYrod —
oOecrieunBaeT BO3MOXKHOCTh 3aIyCKa Ha ITOTPEOMTEIb-
ckux GPU [4].

Jlist oOyueHust ncrosib3oBajcs ontTumuzarop Adam
n batch size = 128. 3amep BpeMEHH INPOBOIMIICS IIO
3T0XaM.

ApXUTEKTypa MOJIEIIM IPE/ICTaBIeHa HA PUCYHKE 1.

F——3

AdaptiveAvgPool2d
[B, 186, 8, 8]

Flatten
[B, 1024]

Linear
[B, hidden_size]

Dropout

[ CrossEntropylLoss ]

Pesynprarhl SKCIIEpUMEHTA NPE/ICTABICHBI B TabnuIe
2 ¥ Ha pUCYyHKe 2.

Tabnuna 2. Pesynsrarsl 00y4deHus CBEPTOUHOI HEMPOHHOM ceTn

Ioxazarenn PyTorch CPU PyTorch GPU Burn wgpu
Cpennee  Bpems  0OyuyeHHs 20.82 563 11.13
(cexkyH/310XY)

Hcmounux: paspabomano agmopom
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CeKYH[,

PyTorch CPU

PyTorch cuda

burn wgpu

Pucynox 2. Pesynprar 3aMepoB IPOU3BOANTEIBHOCTH O0yUCHHUsI CBEPTOYHOM HEHPOHHOI ceTH (4eM MEHbIIE, TeM

Jyd1iie)
Hemounux: paspabomano asmopom

I'paduk noxaseiBaet, uto o0yuenue na CPU B PyTorch
IPOUCXOIUT CYLIECTBEHHO MeaneHHee, ueM Ha GPU, uto
0XKHJIa€MO H3-32 BBICOKOH NapajielbHOCTU BBIUUCIIE-
Huil Ha Buaeokapre. bakenn Burn ¢ ucnonpzoBaHuem
WebGPU 3anMMaeT NpoOMEXyTOYHOE IOJIOKEHHE: OH
npuMepHo B 2 pasa Obictpee CPU, HO Takxke B 2 pasa
meureHnee Cuda.

Jlyist oLleHKH CKOpOCTH MH(EepeHca BhIOpaHa SI3BIKO-
Bast mozenb Llama 3.2 1B Instruct. UaTepec k 00ydeHUIO
1 uH(pepeHcy OOJBIINX SI3BIKOBBIX MOJIENIEH B HACTOsIIEE
BpeMsl BBICOK, ITOATOMY HX BKJIIOUEHUE B HKCIEPHUMEHT
ABJIIETCSI 00OOCHOBaHHBIM. APXHUTEKTypa TpaHc(opmepa
103BOJISIET 3 (PEKTUBHO BBISIBUTH PA3IMYHS B IIPOU3BO/IU-
TEJIFHOCTH, ITOCKOJIbKY OIepaluy attention M CBsI3aHHBIC
C HMMHU BBIYMCIIEHUS XOpouIo onTuMusupoBansl B CUDA
n PyTorch. Beibop koHKpeTHOI Mojenu oOyclIOBIIeH e
NPUMEHUMOCTBIO K CIIEHapHIO JIOKaJbHOTO HH]epeHca

Ha KJIMEHTCKUX U edge-ycTpoiicTBax ¢ OrpaHUuYeHHBIMU
BBIYMCIIMTENIBHBIMUA PECYpPCaMU, TAaKUX KaK CMapT(OHBI,
BcTpauBaemble cucteMmbl U loT-ycrpoiicTBa. s Takux
CLIEHapHEB XapaKTepHBb! KECTKUE OTPAHUYEHUS MO Ipo-
W3BOJMTEIILHOCTH, DHEPrONOTPEOICHNUIO M JIOCTYITHOM
MaMsTH, YTO JIeNIaeT BBIOOP S(PPEKTUBHOTO BBIYHCIIH-
TEJIEHOTO CTeKa 0COOEHHO 3HAYMMEBIM [ 10].

B nanHOM cityuae TeCTUpOBaHUE IPOBOAMUIOCH C MaK-
CHUMAJIbHOM, MOAJEPKUBAEMON MOJENbI0 JJIMHOM KOH-
tekcra (131072 TokeHa) u JuIMHA FeHEpPUPYEMOTO OTOKa
TOKEHOB orpanudena 128.

Apxurekrypa monenu Llama 3.2 1b mpusenena Ha
pHUCyHKe 3.

Kputepuem npou3BOAUTENEHOCTU B JAHHOM Cllydae
SIBIIICTCSI CPEAHEE KOJIMUYECTBO CTEHEPUPOBAHHBIX TOKE-
HOB B CE€KyHJy. Pe3ynbraTr 3aMepoB NpOU3BOAUTENIEHOCTU
OTpak€H Ha PUCYHKE 4.

Tabnuua 3. Pesynbrarsel nH(epeHca O0IIbIION SI3BIKOBON MOJEIH

[Nokazarenn PyTorch CPU

PyTorch GPU Burn wgpu

CpenHee KOJIMYECTBO TOKCHOB
B CEKYHy

0.45

35.59 11.23

Hcemounux: paspabomano asmopom
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RoPE rescaling
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Pucynox 3. Apxurekrypa mogenu Llama 3.2 1b
Hcmounux: 63amo uz pabomor [9]

28

Llae 6 nayxy * Ne 3, 2026



Cpasnumenvhoiil ananus npoussooumenviocmu CUDA u WebGPU 6 3adauax mawunnozo obyueHus
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Pucynok 4. Pe3ynbsrar 3aMepoB IPOM3BOAUTEIILHOCTH HH(pEpEHCa OOIBIION S3BIKOBON MOIEITH (d4eM OOJIbIIe, TEM

Jyd1iie)
Hcemounux: paspabomano agmopom

W3 rpaduka caenyer, yro peanmsanusi Ha CUDA mo-
IPEXXHEMY JEMOHCTPHUPYET 00Jiee BHICOKYIO IPOU3BOIU-
TENBHOCTH 10 cpaBHeHHIO ¢ WebGPU u renepupyer to-
KEHbI PUMEPHO B 3 pasa ObIcTpee, 07HAKO 00e peann3a-
LMY 3HAUYUTENBHO OlepexaroT peanusaunto Ha CPU.

Tecnas unrerpanus PyTorch ¢ sxocucremoii NVIDIA,
BKJIIOYAsl HUCIOJIb30BAaHHE BBICOKOONTUMHU3UPOBAHHBIX
oubmmorex cuBLAS u cuDNN, a Takxke TeH30pHBIX sIIep,
obecrieunBaeT 3HAYNTEIBHOE IPEUMYIIECTBO B ITPOH3BO-
JUTEJILHOCTH Ha COOTBETCTBYIOIIEM oOopynoBanuu. Og-
HAKO Takasl ONTUMU3ALMS B ONPEAEAEHHON CTENEHU CHU-
JKaeT MEePEeHOCUMOCTh PELIEHUH, TOCKOJIbKY MaKCHUMab-
Hast 9 (PEKTUBHOCTH JTOCTUTACTCS TPEUMYIIECTBEHHO Ha
GPU NVIDIA [7].

B mporuBomnonoxxHocTs 3TOMY, (peiiMBopk Burn
¢ 0okeniom WebGPU peanuzyer Oosiee yHUBEpCaIbHBIH
MOJXO/: OH JKEPTBYET YACThIO IPOU3BOAUTENILHOCTU paan
BBICOKOM IMOPTAaTHMBHOCTH, ITO3BOJISISL BBINOJIHATH BBIYH-
CJICHMS Ha JI0OOM YCTPOMCTBE C MOAJEPIKKOH COBpPEMEH-
Horo rpaguyeckoro API [11].

OKCIepUMEHTAIBHBIC PE3yNbTaThl OKa3bIBAIOT, YTO
C POCTOM 4HCJIa TapaMeTPOB MOJIENN U CTEIIEHHU Mapajuie-
nu3Ma Beluuciaenuid npeumymectso GPU nag CPU cra-
HOBHUTCsI Oosiee BeIpaxkeHHBIM. [Ipn 5TOM pa3pbIB B Ipon3-
ponutenbHOCTH Mexay CUDA-peanu3zamnueii 1 WebGPU
TaKKe yBEJIMYMBACTCS, UYTO YKA3bIBAET HA OOJiee BBICOKUI
YpOBEHb HH3KOYPOBHEBOW OINTHMHU3AIMU BBIYUCICHUH
B ciryyae PyTorch, uro Mmo>kHO BueTh B Tabnuie 4.

Tabmuia 4. CpaBHHTENBbHAS Ta0IUIA TPOU3BOUTEIBHOCTH, OTHOCHTEIIEHO peanu3aimu Ha CPU

3amaga PyTorch CPU Pytorch Cuda Burn WebGPU
Oo6yuenue CNN 1.0 3.7 1.9
Wndepenc LLM 1.0 79.1 25.0

Hcemounux: paspabomano asmopom
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BriBoabI

OOyuenne Mojenedl ¢ MWIIMapAaMH IapaMeTpoB
TpeOyeT 3HAYNTEIbHBIX BBIYUCIHUTEIBHBIX PECYPCOB
1 BPEMEHH, YTO HAIpsSMYIO CBSI3aHO C ()MHAHCOBBIMH 3a-
TparamMu. B sTOM KOHTekcTe mcmnosbzoBaHne WebGPU
B HACTOAIIEE BPEMsl OIPAaHMUYEHO: MOTEHIHUAIBHOE CHH-
JKEHUE MPOHU3BOJUTEILHOCTH B 2—3 pa3a 110 CpaBHEHHUIO
¢ CUDA-nporpamMmmaMu IpUBOIUT K MPONOPLUOHATIBHO-
My YBEJIMYEHUIO BPEMEHHU OOy4YeHHs, SHepromnorpedie-
HUSI U TEIUIOBBIJICJICHHUS], YTO JIeJIaeT TaKoH MOAXO0J| KO-
HOMHYECKH Hed()(HEKTHBHBIM JUIs KPYITHBIX 3a/1a4, TaKHX
Kak 00yueHne OONBIINX S3bIKOBBIX MOJIETICH.

B T0 xe Bpems WebGPU moxeT ObITh OnpaBaaH [yis
HEOOJIBIINX HCCIIEOBATEILCKUX I'PYIII C OrPaHMYCHHBI-
MU pecypcamy, a TaKkke JUls 3a1ad HH(pepeHca U JIOKab-
HOTO Pa3BEPTHIBAHMS MOZIENIeH Ha yCTpolcTBax Oe3 Juc-

kpetHbIX GPU NVIDIA — Hanpumep, Ha cMapToHax UiIu
BCTPANBAEMbIX CUCTEMAX.

Crnenyer y4uThIBaTh, YTO NPUBEIEHHBIE OrpaHHUYE-
HUSI OTHOCSITCSI K TeKYIIIeMy ypoBHIO 3pesioct WebGPU.
B pamxax passButusa cranmapra B Google m cBsi3aHHBIX
pabounx rpynmnax paccMaTpHBalOTCS BO3MOXKHOCTH pac-
IApEeHHst PyHKINOHAIBHOCTH, BKIIFOYAsl ITOJJICPIKKY TCH-
30pHBIX sjep, SIMD-noarpynn u Apyrux MeXaHU3MOB,
HalpaBjIeHHBIX Ha TOBBILECHHE 3(P(EKTUBHOCTH TEH-
30PHBIX BBIUMCIIEHUI Ha MIMPOKOM CHEKTpPE armapaTHBIX
iardopm [6].

Kpowme Toro, cam ¢peiimBopk Burn Haxoaurcst B cra-
JIMM aKTUBHOM pa3paborku u noka ycrynaer PyTorch no
YPOBHIO 3pENOCTU ONTUMH3ALMNA, TaKUX KaK CIUSHHE
oneparuii (kernel fusion) m npyrux HHU3KOYPOBHEBBIX
TEXHUK MOBBIIEHUSI IPOU3BOAUTENLHOCTH [11].
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